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ABSTRACT 



The Western Hemisphere contains approximately 1.2 billion people, rapidly 

expanding technology sectors, extraordinary linguistic diversity, and a long 

tradition of multilateral cooperation through institutions including the 

Organization of American States, the Inter-American Development Bank, and 

the Corporacion Andina de Fomento. It lacks, however, the permanent 

institutional infrastructure required to govern artificial intelligence at a regional 

scale. This paper argues that this absence constitutes a structural failure with 

compounding consequences: absent shared standards, shared compute access, 

and durable governance norms, the Americas will remain consumers rather than 

architects of transformative AI technology, and the governance frameworks that 

shape how AI systems work will continue to be designed without systematic 

input from the majority of the hemisphere's population. 

 

We propose GLAPAGOS, the Global Laboratory for AI Progress and 

Governance: Open Systems, as a framework for addressing this gap. Drawing 

on the institutional design of CERN as an analytic model, the paper articulates 

the conditions under which a multilateral open AI platform can function 

effectively across a politically heterogeneous region, the governance 

architecture required to sustain such a platform over time, and the policy 

mechanisms through which participating nations and institutions can align 

incentives without surrendering national distinctiveness. We situate 

GLAPAGOS within the existing landscape of regional AI governance, 

including the Santiago Declaration of 2023, the Ibero-American Charter for AI 

in Public Administration, H.Res. 649 of the 118th U.S. Congress, and the IDB 

regulatory framework for AI in Latin America and the Caribbean. We conclude 

that the hemisphere does not lack the political will to cooperate on artificial 

intelligence; it lacks the institutional substrate through which that will can be 

made technically coherent, permanently available, and democratically 

accountable. 
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I. INTRODUCTION 

In September 2024, the United Nations General Assembly adopted the Global Digital 

Compact, a framework document recognizing digital connectivity as foundational to development 

and articulating shared commitments on AI governance, data protection, and digital inclusion. The 

Compact was not a binding treaty and carried no enforcement mechanisms. It was, rather, a 

statement of aspiration, and its primary significance may lie not in what it resolved but in what it 

revealed: that the rules, tools, and infrastructure of the artificial intelligence era are being shaped 

by a small number of actors in a small number of jurisdictions, while the majority of the world's 

population and most of the world's governments observe from a position of structural 

disadvantage. 

The Western Hemisphere occupies an ambiguous position in this picture. Latin America 

and the Caribbean have not been passive: Brazil, Chile, Uruguay, Colombia, and Mexico have 

produced sophisticated national AI strategies over the past six years, and the Santiago Declaration 

of 2023, organized by the Government of Chile, UNESCO, and the Corporacion Andina de 

Fomento and signed by twenty nations, demonstrated that the political will for hemispheric AI 

cooperation exists and can be mobilized. The Inter-American Development Bank has published 

detailed regulatory frameworks for AI governance in the region. The OECD Development Centre 

has documented the conditions under which AI can contribute to equitable development across 

Latin America and the Caribbean. The region is not indifferent to artificial intelligence, and it is 

not analytically unprepared. 

What it lacks is institutional infrastructure: the shared standards, shared compute access, 

shared research norms, and permanent governance architecture through which existing political 
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will can be translated into technically durable, continuously maintained, and democratically 

accountable regional cooperation. This paper argues that this institutional gap is not a minor 

administrative deficiency but a structural failure, one that compounds over time as proprietary AI 

systems embed themselves into critical infrastructure, as national regulatory frameworks harden 

in ways that resist ex post harmonization, and as international AI governance norms crystallize in 

forums where the Americas have not been systematically represented. 

We propose GLAPAGOS, the Global Laboratory for AI Progress and Governance: Open 

Systems, as an institutional framework designed to address this gap. GLAPAGOS is neither a 

treaty organization nor a product company nor a replacement for existing multilateral institutions. 

It is proposed as open technical and governance infrastructure: a permanent, neutral platform 

through which nations, universities, civil society organizations, and multilateral development 

institutions can coordinate AI research, governance, and development across the hemisphere. The 

analytic model for this proposal is CERN, the European Organization for Nuclear Research, 

founded in 1954, whose institutional design principles have proven more durable and more 

transferable than any particular claim about its scientific achievements. 

The argument proceeds as follows. Section II establishes the nature and urgency of the 

institutional gap, drawing on recent evidence about AI compute concentration, the structural 

limitations of national AI strategies, and the specific missing layer in the regional AI ecosystem. 

Section III develops the CERN analogy as an analytic framework, identifying the three design 

principles that account for CERN's durability and their applicability to the AI governance context. 

Section IV describes the GLAPAGOS architecture, including its institutional form, core domains, 

governance structure, and intellectual property framework. Section V situates GLAPAGOS within 

the existing landscape of regional and international AI governance. Section VI addresses 
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objections and limitations with the candor they deserve. Section VII concludes with specific 

recommendations for multilateral institutions, national governments, research universities, and 

international technology partners. 

II. THE INSTITUTIONAL GAP: WHY NATIONAL STRATEGIES ARE 

INSUFFICIENT 

2.1 The Structural Problem of AI Concentration 

Contemporary AI development is characterized by a degree of geographic and institutional 

concentration that is unusual even by the standards of capital-intensive technology industries. As 

of 2025, approximately sixty percent of global hyperscale data centers reside in the United States 

and Europe (Digital Planet / The Fletcher School, 2025). The World Bank's December 2025 

analysis of AI compute access found that low-income countries hold effectively zero percent of 

global supercomputer capacity, a finding that the report described not as a temporary 

developmental lag but as the emerging basis of a structural divide with long-term consequences 

for economic opportunity and political voice. The International Monetary Fund has identified 

access to computing power and data infrastructure as a critical determinant of which countries 

benefit from AI, a conclusion that applies with particular force to the AI-intensive frontier where 

the most consequential governance decisions are being made. 

Latin America and the Caribbean present a regionally specific version of this problem. The 

region is not computationally unserved: Brazilian, Chilean, and Colombian digital infrastructure 

has grown substantially over the past decade, and the IDB's 2024 Digital Government Index 

documents meaningful progress across multiple dimensions of digital government readiness. But 
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the Blair Institute's State of Compute Access analysis (2023) identifies the region as broadly 

dependent on external infrastructure for advanced AI workloads, and characterizes shared regional 

compute, rather than individual national investment, as the most viable near-term path to 

meaningful access for most LAC countries. The IDB's regulatory framework for AI in the region 

(IDB-TN-3241, 2024) observes that, despite the existence of nominal interoperability frameworks 

across sixty-one percent of LAC countries, only twenty-two percent of national institutions 

actually exchange all key data categories across those frameworks, and half of national institutions 

remain outside interoperability systems entirely. 

The compute gap interacts with a governance gap in ways that are mutually reinforcing 

and that do not resolve themselves through independent national action. Institutions that cannot 

build or train AI systems have limited leverage in the international forums where AI governance 

standards are negotiated. Governance frameworks designed without input from the Global South 

tend to embed the assumptions, optimization targets, and cultural reference points of the societies 

that built them, producing systems whose defaults do not serve the majority of the world's users 

and whose failure modes are concentrated in the populations least equipped to contest them. The 

CSIS has noted that even nations with access to compute infrastructure require influence over how 

AI is governed and deployed for that access to translate into equitable benefit; infrastructure 

without governance reproduces the dependency dynamics that characterize earlier phases of digital 

development (CSIS, 2025). 

2.2 The Structural Limitations of National AI Strategies 

The national AI strategies developed across Latin America and the Caribbean over the past 

six years represent genuine and often underappreciated intellectual achievements. Uruguay's AI 
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strategy, Brazil's National AI Strategy, Chile's National AI Policy, and Colombia's ethical 

framework for AI reflect sustained effort by technically sophisticated government officials 

working within real institutional and fiscal constraints. The Oxford Insights Government AI 

Readiness Index documents meaningful improvements in AI governance capacity across the 

region. These achievements deserve acknowledgment before their limitations are analyzed. 

The fundamental limitation of national AI strategies, however, is structural rather than 

qualitative. AI development exhibits strong network effects at scales that exceed national 

boundaries. The value of shared models, shared datasets, shared evaluation benchmarks, and 

shared safety frameworks increases with the number of participating institutions and jurisdictions, 

in ways that make national-scale investments systematically suboptimal from a regional 

perspective. A foundation model trained on the linguistic diversity of the entire hemisphere is not 

merely larger than a model trained on any single country's data; it is qualitatively different in its 

representation of the region's languages, cultures, and knowledge systems, including the 

indigenous languages spoken by tens of millions of people who are systematically absent from 

existing large language model training corpora. 

AI governance also involves coordination problems that are inherently supranational in 

character. Algorithmic systems cross borders without notice. Autonomous agents operate across 

regulatory environments that were not designed to accommodate them and that were not 

coordinated with one another during design. Data flows implicate jurisdictions that have not been 

party to the decisions that generated or processed that data. The Cartagena Declaration of 2024 

acknowledged these cross-border dimensions, as did the Santiago Declaration before it, but 

declarations are statements of principle, not operational mechanisms. They identify the problem 
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without providing the institutional architecture through which the problem can be systematically 

addressed. 

Beyond network effects and cross-border coordination, national AI strategies compete for 

talent, compute, and institutional attention in ways that, in the absence of regional coordination 

mechanisms, produce duplicated effort and systematic underinvestment in shared goods. A 

regional AI benchmark suite calibrated to the specific linguistic and cultural contexts of the 

Americas, a shared safety evaluation framework validated across multiple regulatory 

environments, a multilingual training corpus covering the indigenous and minority languages of 

the hemisphere, and a federated incident reporting system for AI failures in government 

applications: these are public goods whose value is regional, whose costs are national, and for 

which no individual nation has sufficient incentive to invest at the scale and quality that the region 

as a whole requires. 

2.3 The Missing Layer 

The preceding analysis identifies a specific missing layer in the regional AI ecosystem. It 

is not national policy, which exists in several jurisdictions and is developing in others. It is not 

multilateral financing, which exists through IDB, CAF, and World Bank mechanisms. It is not 

political will, which the Santiago Declaration demonstrated can be mobilized across twenty 

nations. The missing layer is the permanent technical and governance substrate through which 

these elements can be coordinated, maintained over time, and made accountable to the 

communities they are meant to serve. 

H.Res. 649 of the 118th United States Congress, adopted in 2023, called explicitly for a 

regional AI strategy for the Western Hemisphere that would protect civil rights and civil liberties, 
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ensure equal opportunity and access to AI-driven services, and promote democratic values. The 

resolution recognized the institutional gap at the legislative level. What legislation cannot provide, 

and what H.Res. 649 did not provide, is the institutional architecture through which a regional 

strategy can be implemented across jurisdictions, maintained across electoral cycles, revised in 

response to technological change, and held accountable to the communities whose interests it is 

meant to represent. GLAPAGOS is proposed as that architecture. 

III. THE CERN MODEL AS ANALYTIC FRAMEWORK 

3.1 Why CERN 

The comparison between GLAPAGOS and CERN, the European Organization for Nuclear 

Research founded in Geneva in 1954, is structural rather than aspirational. It is not a claim about 

equivalent resources, comparable scientific prestige, or immediate institutional parity. It is a claim 

about a specific set of institutional design principles that enabled CERN to succeed where earlier 

post-war scientific initiatives did not, and that are analytically transferable to the problem of 

multilateral AI governance in a politically heterogeneous regional context. 

CERN was established to address a coordination problem that individual European nations 

could not solve through independent action. Particle physics, by the early 1950s, had become too 

computationally demanding, too technically specialized, and too dependent on large-scale shared 

infrastructure for any single nation to pursue at the frontier within its own borders. The founding 

treaty created shared physical infrastructure under a governance architecture that formally 

subordinated national political interests to scientific criteria, with open publication norms that 

prevented any member state from capturing the institutional outputs for national competitive 
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advantage. UNESCO has described CERN as a model for "truly multilateral cooperation for 

research with solely peaceful application and for the development and transfer of knowledge and 

technology" (UNESCO, 2023), and the World Economic Forum has identified its defining 

institutional feature as the provision of "neutral ground in a time of political polarization" (WEF, 

2025). 

The analogy to contemporary AI governance is precise in its structural logic. Advanced AI 

development has become too computationally demanding, too data-intensive, and too dependent 

on shared infrastructure for most nations, including wealthy ones, to pursue independently at the 

frontier. The governance of AI systems deployed across borders requires shared standards that no 

single jurisdiction can establish for others. The development of AI systems that serve the linguistic 

and cultural diversity of a region requires coordinated investment in training data, evaluation 

frameworks, and safety benchmarks that individual nations have insufficient incentive to produce 

at regional scale. These are the same coordination problems that CERN was designed to solve, 

applied to a different technology in a different region. 

3.2 Three Transferable Design Principles 

Three design principles account for CERN's institutional durability and distinguish it from 

the many multilateral scientific initiatives that have failed to achieve comparable longevity. Each 

principle has direct application to the GLAPAGOS framework. 

The first is shared physical infrastructure as the basis of shared institutional interests. 

CERN succeeded because member states made concrete investments in common infrastructure, 

and those investments created durable incentives to make the institution work. Nations that have 

contributed to shared infrastructure have reasons, beyond idealism, to maintain the institutions that 
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govern it. This dynamic does not eliminate political conflict, as the ongoing debates about CERN 

participation under geopolitical sanctions demonstrate (Science4Peace Collective, 2024); but it 

creates a material floor beneath political disagreement that declarations and memoranda of 

understanding cannot provide. 

The second is open publication as both a scientific norm and an institutional strategy. 

CERN's commitment to publishing all discoveries, datasets, and methodologies without restriction 

reflected a recognition that open science accelerates discovery, that the prestige accruing to open 

scientific institutions attracts talent that closed institutions cannot, and that the alternative, closed 

science at the frontier, creates incentives for secrecy that slow the entire field. The World Wide 

Web, developed at CERN and released without intellectual property claims, is the most 

consequential illustration of this principle in the history of technology. For AI governance, the 

equivalent norm means that the models, evaluation frameworks, safety tools, and policy toolkits 

produced within GLAPAGOS are available to any researcher, government, or institution 

anywhere, without the licensing restrictions that characterize proprietary AI development. 

The third is governance that maintains formal neutrality with respect to the political 

disputes of member states. CERN's Council structure, in which each member state holds two votes 

regardless of size or financial contribution, provides a formal basis for challenging the 

disproportionate influence that larger contributing states inevitably exercise in practice. The formal 

commitment to scientific rather than national criteria for evaluating research programs has proven 

more important as a legitimating norm than as a literally accurate description of CERN's decision-

making, but the norm itself has real institutional consequences: it provides a language of appeal, a 

basis for minority advocacy, and a standard against which departures can be identified and 

contested. 
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3.3 Science Diplomacy and the Global South 

Recent scholarship on science diplomacy and intergovernmental scientific organizations 

has begun to examine systematically how countries of the Global South engage with institutions 

that were designed by and for the Global North, and under what conditions that engagement 

converts into genuine influence over institutional governance. Bielak and colleagues, writing in 

Science and Public Policy (2023), identify several conditions under which Global South actors 

successfully leverage scientific collaboration into political voice within international scientific 

bodies: the existence of a domestic research community that can champion participation credibly, 

demonstrated technical capacity relevant to the institution's central mission, and the ability to make 

contributions to shared infrastructure that create bargaining leverage in governance negotiations. 

The Western Hemisphere is not uniform with respect to these conditions, and the variation 

is important for institutional design. Brazil, Chile, and Colombia have substantial AI research 

communities whose participation in GLAPAGOS working groups would be credible to 

international audiences. Uruguay and Argentina have demonstrated significant policy capacity in 

the digital governance domain. Mexico brings both research capacity and the largest Spanish-

language internet user population in the world, with direct implications for the linguistic 

representativeness of any training corpus developed within the platform. The hemisphere as a 

whole has distinctive competitive strengths in agricultural AI, biodiversity informatics, 

multilingual natural language processing for Spanish and Portuguese, and civic technology for 

government contexts that differ substantially from those of the United States and Europe. 

These are not merely rhetorical assets. They represent the specific areas in which 

GLAPAGOS participation by the hemisphere's research institutions would produce outputs of 

genuine scientific value, not merely political participation for its own sake. The CERN model, 
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applied to AI in the Americas, does not import a finished institutional design from the Global 

North; it applies a set of design principles to a regional context in which those principles have the 

potential to produce a genuinely polycentric institution, rather than reproducing the core-periphery 

dynamic in which one or two dominant partners set the terms that others accept. 

IV. THE GLAPAGOS ARCHITECTURE 

4.1 Institutional Form and Foundational Commitments 

GLAPAGOS is designed as a permanent, neutral, multilateral open platform. Each of these 

terms carries specific institutional meaning. Permanence distinguishes GLAPAGOS from the 

project-based and time-bounded initiatives that have characterized most of the hemisphere's AI 

cooperation to date, and it is a deliberate design choice rather than an aspiration: temporary 

initiatives cannot build the institutional memory, the sustained professional relationships, or the 

long-term incentive structures that durable multilateral cooperation requires. Neutrality means that 

GLAPAGOS does not advocate for particular national AI policies, does not endorse specific 

commercial AI systems, and does not take positions on the political disputes among member 

nations, while maintaining substantive commitments to open science, democratic accountability, 

and equitable access that are not negotiable as conditions of membership. Multilateralism means 

that the platform is designed for participation across multiple actor types and governance levels, 

from national governments as institutional members through universities, civil society 

organizations, and individual researchers as contributors. 

The platform's foundational governance documents, including the Constitution, Charter, 

Governance framework, and Manifesto, are public and subject to version control at 
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github.com/castroquiles/glapagos. This transparency is not performative. It reflects the 

institutional judgment that governance documents that can be read, criticized, and revised through 

a publicly documented process are more legitimate, and ultimately more durable, than governance 

documents that exist only in institutional archives. It also reflects the specific lesson drawn from 

the institutional history of GENIA Americas, the predecessor organization whose closure without 

the knowledge or consent of its founder illustrated precisely why institutional infrastructure must 

be held publicly, in ways that cannot be dissolved by any individual or group of individuals acting 

without accountability. 

4.2 Core Operational Domains 

GLAPAGOS organizes its work across seven domains, each corresponding to a dimension 

of the regional AI ecosystem that requires coordinated infrastructure and for which individual 

national action is structurally insufficient at regional scale. 

Research constitutes the foundational domain. The platform is committed to open AI 

research with regional relevance, published without embargo and reviewed through transparent 

processes. Priority is given to research addressing problems that are both scientifically significant 

and distinctive to the hemisphere: indigenous language processing for the several hundred 

languages spoken by hundreds of millions of people across the region, agricultural and ecological 

AI for the specific biomes and agricultural systems of the Americas, AI safety in resource-

constrained environments, and civic technology for government contexts that differ substantially 

from those for which most AI tools are designed. 

Governance and policy coordination constitutes the second domain, and it is arguably the 

domain of most immediate relevance to the multilateral institutions whose engagement 
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GLAPAGOS seeks. The platform maintains a shared library of regulatory frameworks, 

interoperability standards, and policy toolkits that member nations can adapt to their own 

regulatory contexts. The emphasis is on coordination rather than harmonization: GLAPAGOS 

does not seek to impose uniform regulation across thirty-five jurisdictions with different political 

systems, different legal traditions, and different relationships to international institutions. It seeks 

to create a common technical basis that makes national policies more interoperable, reducing the 

compliance costs and market fragmentation that non-interoperable national frameworks impose on 

researchers, developers, and institutions operating across borders. 

Safety constitutes the third domain, and the platform's approach to safety reflects the CERN 

analogy's second design principle directly: AI safety is treated as a shared technical problem rather 

than a competitive differentiator. The development of evaluation methods, audit tools, and incident 

reporting infrastructure is more efficient when it is done collaboratively, produces more robust and 

generalizable results when it is validated across multiple regulatory contexts, and serves the public 

interest more directly when its outputs are publicly available rather than proprietary. The Santiago 

Declaration's commitment to ethical AI finds its technical implementation in this domain. 

Foundation models constitute the fourth domain, and the most technically ambitious. Open 

training, multilingual model development, and cultural alignment work in this domain draw 

directly on the precedent of LATAM-GPT, coordinated by CENIA of Chile across more than sixty 

institutions, which demonstrated that cross-institutional AI research coordination in the region is 

feasible and produces scientifically credible outputs. GLAPAGOS provides the permanent 

institutional infrastructure that would allow initiatives of the LATAM-GPT type to scale without 

depending on the continued availability of any particular coordinating institution or funding 

stream. 
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Compute infrastructure constitutes the fifth domain and addresses the structural access 

problem most directly. GLAPAGOS does not build or own data centers. It provides the governance 

layer for sharing, allocating, and accounting for compute resources contributed by member 

institutions, national governments, and international technology partners, implementing the shared 

regional compute model that the Blair Institute's analysis identifies as the most viable near-term 

path to meaningful compute access for LAC countries that cannot build national-scale AI 

infrastructure independently. 

Education and workforce development constitutes the sixth domain, addressing the talent 

dimension of the access problem through AI literacy curricula, institutional capacity-building 

programs, and fellowship structures designed for educators, policymakers, and civil society 

practitioners who need to understand AI systems and their governance without necessarily 

becoming AI developers. 

Civic technology constitutes the seventh domain, focusing on government applications and 

public-interest AI deployments where the regional need is most acute and the gap from existing 

tools is most significant. Municipal AI readiness, public service automation, and algorithmic 

accountability frameworks for government applications are specific areas of focus, connecting 

directly to the IMAP initiative's work on municipal AI preparedness across the hemisphere. 

4.3 Governance Architecture 

GLAPAGOS governance is designed on principles drawn from both the CERN 

institutional model and from Elinor Ostrom's framework for the polycentric governance of shared 

resources, whose empirical grounding in observed cases of successful commons management 

provides a more robust basis for institutional design than either top-down multilateral treaty 
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models or market-based coordination mechanisms (Ostrom, 1990; Ostrom, 2010). Ostrom's design 

principles for durable institutions governing shared resources, including clearly defined 

membership boundaries, congruence between rules and local conditions, collective choice 

arrangements that allow those affected by rules to participate in their modification, monitoring 

mechanisms, graduated sanctions, conflict resolution mechanisms, and recognition by external 

authorities, are directly applicable to the governance of shared AI infrastructure. 

The governance structure comprises four nested layers. The Assembly, consisting of 

representatives from all member nations and institutional members, serves as the ultimate 

authority, setting strategic direction, approving budgets, amending the Constitution and Charter, 

and electing members of the Advisory Council. The Advisory Council, consisting of individuals 

elected on the basis of relevant expertise rather than national affiliation, exercises operational 

governance between Assembly sessions and is responsible for the platform's scientific and 

technical direction. Working Groups, organized by domain and open to participation by any 

credentialed member, conduct the substantive technical and policy work of the platform and report 

to the Advisory Council. Regional Chapters provide governance structures adapted to the national 

and subnational contexts of participating communities, implementing the congruence between 

rules and local conditions that Ostrom identifies as a prerequisite for institutional sustainability. 

Decision-making follows a tiered model calibrated to the significance and reversibility of 

different categories of decision. Routine operational and programmatic decisions are delegated to 

working groups and platform staff. Policy decisions with cross-domain implications require 

Advisory Council approval and documented consultation with affected working groups. 

Constitutional amendments require a supermajority of the Assembly following a minimum 

deliberation period. This tiered structure is designed to resolve the fundamental tension in 
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multilateral governance between participation, which argues for broad consultation on all 

significant decisions, and effectiveness, which argues for decision rights concentrated in bodies 

small enough to act in reasonable time. 

4.4 Licensing Framework 

GLAPAGOS adopts a three-tier licensing framework designed to maximize openness 

while providing institutional clarity about the terms under which different categories of output can 

be used and built upon. Code produced within the platform is released under the Apache License 

2.0, which permits commercial use, modification, and redistribution while requiring attribution 

and preservation of license notices. Documentation is released under the Creative Commons 

Attribution 4.0 International license, which permits broad reuse including commercial use with 

attribution. Data, including training corpora, evaluation datasets, and benchmarks, is released 

under the Open Data Commons Open Database License, whose share-alike provision requires that 

derivative databases be released under equivalent open terms. 

The ODbL's share-alike requirement for data reflects a deliberate institutional position 

regarding the political economy of foundation model development. Training data produced 

through the collective effort of regional institutions and researchers represents a form of shared 

wealth whose commercial appropriation without reciprocal contribution would reproduce the 

extractive dynamics that have characterized earlier phases of the digital economy in the Global 

South. Attribution requirements serve the complementary function of ensuring that scientific and 

policy contributions from member institutions are publicly documented, creating the incentive 

structure through which ongoing participation can be justified to the academic and government 

bodies whose support GLAPAGOS requires. 
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V. GLAPAGOS IN THE REGIONAL AND INTERNATIONAL GOVERNANCE 

LANDSCAPE 

5.1 Relationship to Existing Regional Frameworks 

GLAPAGOS does not propose to replace existing regional AI governance frameworks, and 

the argument of this paper would be self-undermining if it did, since the existence of the Santiago 

Declaration, the Ibero-American Charter for AI in Public Administration, and the IDB regulatory 

framework demonstrates that the region has the capacity to produce sophisticated governance 

documents and that political will for regional coordination exists. The institutional gap that 

GLAPAGOS addresses is not a gap in governance thinking but a gap in governance infrastructure: 

the permanent technical substrate through which the principles articulated in existing frameworks 

can be implemented, maintained, and made accountable over time. 

The Santiago Declaration of 2023, signed by twenty nations under the auspices of the 

Government of Chile, UNESCO, and CAF, represents the most significant expression of 

hemispheric political will on AI governance to date. Its commitments to human oversight of 

algorithmic systems, transparency, non-discrimination, and privacy protection articulate principles 

that are broadly consistent with GLAPAGOS's foundational values. Where the Declaration 

articulates principles, GLAPAGOS proposes to provide implementation infrastructure: the 

technical audit tools, evaluation benchmarks, transparency reporting standards, and incident 

reporting systems through which the Declaration's commitments can be operationalized in AI 

systems actually deployed across the region. 

The Ibero-American Charter for AI in Public Administration represents a complementary 

effort focused specifically on government applications, emphasizing interoperability and the 
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inclusion of subnational governments with limited technical resources. GLAPAGOS's civic 

technology domain and its regional chapter structure are directly aligned with these priorities, and 

the platform's governance toolkit is designed to support the Charter's implementation rather than 

displace it. Similarly, the IDB's regulatory framework for AI in LAC identifies the shared 

standards gap that GLAPAGOS's governance domain is designed to close, and the IDB is 

identified in the GLAPAGOS roadmap as a primary institutional partner for Technical 

Cooperation processes through which the platform's governance tools can be developed with the 

credibility and regional reach that IDB participation provides. 

LATAM-GPT, coordinated by CENIA across more than sixty institutions, represents the 

closest existing precedent for the platform's foundation models domain. The practical lesson of 

LATAM-GPT for GLAPAGOS's institutional design is that cross-institutional AI research 

coordination in the region is feasible, produces scientifically credible outputs, and generates the 

kind of regional ownership over AI development that no externally designed or externally funded 

initiative can replicate. The institutional challenge that LATAM-GPT also illustrates, however, is 

the difficulty of sustaining cross-institutional coordination without permanent infrastructure: 

projects end, funding cycles close, and the institutional memory built through collaboration 

disperses when there is no permanent platform to hold it. GLAPAGOS is designed to be that 

platform. 

5.2 International Context and Strategic Positioning 

At the international level, GLAPAGOS is situated within a broader and accelerating pattern 

of regional AI governance institution-building that has no functional equivalent in the Western 

Hemisphere. The European Union's AI Act, adopted in 2024, established the world's most 
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comprehensive legally binding AI regulatory framework, creating compliance obligations that 

affect any AI system deployed in the European market regardless of where it was developed. The 

African Union's AI Continental Strategy articulates a framework for coordinated AI development 

and governance across fifty-five member states. ASEAN has developed an AI Governance 

Framework guiding AI deployment across the ten Southeast Asian nations. Each of these 

frameworks reflects a recognition that AI governance at national scale alone is insufficient, and 

that regional institutions can provide the coordination mechanisms, the bargaining leverage in 

international standard-setting, and the public goods production that individual national 

governments cannot. 

The Western Hemisphere's absence from this pattern is not merely a policy gap; it is a 

structural disadvantage in the emerging international AI governance order. The technical 

standards, evaluation frameworks, safety norms, and regulatory models that are being developed 

in Brussels, Nairobi, and Singapore will shape the environment in which AI systems operate across 

the Americas, regardless of whether the hemisphere's governments participate in developing them. 

The question is not whether the Americas will be affected by international AI governance 

decisions; it is whether the Americas will be present and institutionally credible when those 

decisions are made. GLAPAGOS proposes to make them present. 

VI. OBJECTIONS AND LIMITATIONS 

6.1 Political Heterogeneity 

The most serious objection to hemispheric AI cooperation is also the most obvious: the 

Western Hemisphere contains governments with radically different political systems, economic 
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models, and positions on the digital sovereignty questions that AI governance necessarily 

implicates. The political distance between Canada and Venezuela, between Uruguay and Cuba, 

between the United States and Nicaragua, encompasses differences not merely of policy preference 

but of foundational commitments regarding civil liberties, democratic governance, and the role of 

the state in technology development. Asking these governments to participate in shared AI 

governance infrastructure requires either that the governance framework paper over differences 

that are not paperable, or that it exclude governments whose participation would be valuable, or 

that it design around the heterogeneity in ways that preserve the framework's substantive 

commitments while allowing variable geometry in participation. 

CERN's experience with political heterogeneity during the Cold War provides partial 

guidance. CERN operated throughout the most acute phase of East-West political conflict, 

maintaining scientific exchanges with Eastern Bloc researchers through channels that formal 

diplomatic relations could not sustain, precisely because its formal institutional neutrality provided 

a basis for engagement that was not available through political institutions. The condition for this 

resilience was the formal separation of scientific participation from political endorsement: 

participation in CERN did not constitute endorsement of any member state's political system. 

The more complete response to this objection is that GLAPAGOS does not require 

universal participation to be institutionally valuable. A platform that includes Brazil, Mexico, 

Colombia, Chile, Argentina, Peru, Canada, and the United States, to identify only the largest cases, 

would encompass the great majority of the hemisphere's population, economic output, and AI 

research capacity. Political heterogeneity at the margins of potential membership does not negate 

the value of cooperation at the core. GLAPAGOS's membership structure is designed to 

accommodate variable geometry: nations and institutions can participate at different levels and in 
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different domains, and the platform's governance framework is explicitly designed to function 

effectively without requiring any specific member's participation in every domain. 

6.2 Institutional Sustainability 

A second objection, grounded in the history of Latin American multilateral initiatives 

rather than in theoretical concerns about political heterogeneity, questions whether GLAPAGOS 

can achieve the kind of institutional durability that its permanent character requires. Multilateral 

initiatives in the region have been announced with greater frequency than they have achieved 

functional sustainability, and the pattern of announced cooperation that fails to produce durable 

institutions has accumulated enough instances to constitute a legitimate empirical challenge to 

optimistic projections about new institutional ventures. 

The GLAPAGOS framework addresses this objection through specific design choices 

rather than through assertions about political will. Three features deserve particular attention. First, 

the open-source infrastructure model means that GLAPAGOS outputs, including code, governance 

documents, datasets, and research, cannot be destroyed or de-funded by any single decision: once 

they exist in a public repository under open licenses, they persist even if the organizational 

instantiation that produced them ceases to function. Second, the federated governance structure 

disperses institutional risk across multiple actors and jurisdictions, so that the withdrawal or 

incapacity of any single member, including the founding member, does not prevent the platform 

from continuing to function. Third, the staged roadmap, which moves from foundation 

infrastructure through community activation, working group formation, and institutional 

partnership in clearly defined phases, builds institutional capacity incrementally on the basis of 



Castro Quiles     GLAPAGOS Working Paper     June 2026     p. 25 

demonstrated achievement, rather than depending on future political commitments whose 

realization is uncertain. 

6.3 The Compute Gap and the Limits of Governance 

A third objection raises a more fundamental challenge: if the core problem is that the 

Americas lack access to AI compute infrastructure, then a governance platform without a plan to 

close the compute gap is treating symptoms rather than causes. Governance frameworks, however 

sophisticated, cannot train foundation models, cannot run inference at scale, and cannot provide 

the computational resources that meaningful AI development requires. 

This objection has genuine merit, and the response must be honest about what GLAPAGOS 

can and cannot provide. GLAPAGOS does not claim to solve the compute problem through 

governance mechanisms alone. The compute infrastructure domain explicitly addresses the access 

problem through federated compute sharing protocols designed to aggregate the resources 

contributed by member institutions and national governments, implementing the shared regional 

compute model that the Blair Institute's analysis identifies as viable for the LAC context. The 

platform's institutional relationships with multilateral development banks are designed specifically 

to mobilize financing for compute infrastructure as part of Technical Cooperation processes; 

compute access is treated as a component of regional AI governance capacity, not a separate 

problem to be addressed elsewhere. 

The deeper response is that governance and infrastructure are complements rather than 

alternatives in the institutional logic of the CERN model. Compute infrastructure without 

governance produces precisely the concentration, non-interoperability, and exclusion that the 

absence of governance institutions generates: the compute resources end up controlled by the 
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actors who contributed most to building them, in ways that do not reflect the interests or serve the 

needs of the communities whose data and whose labor made the infrastructure valuable. The 

institutional design lesson of CERN is not that governance is sufficient without infrastructure, but 

that infrastructure without governance fails to produce the shared goods and the equitable access 

that justify the collective investment. 

VII. CONCLUSIONS AND RECOMMENDATIONS 

The argument of this paper can be stated plainly. The Western Hemisphere has 

demonstrated, through the Santiago Declaration, through national AI strategies, through the 

LATAM-GPT initiative, and through the work of multilateral institutions including the IDB and 

CAF, that it has the political will, the human capital, and the institutional capacity to engage 

seriously with AI governance at a regional scale. What it lacks is the permanent technical and 

governance infrastructure through which these assets can be coordinated across jurisdictions, 

maintained over time, and made accountable to the communities whose interests regional AI 

governance is meant to serve. GLAPAGOS is proposed as that infrastructure. 

The CERN analogy illuminates the institutional design problem without resolving it. 

Shared physical infrastructure creates shared institutional interests that declarations cannot create. 

Open publication norms accelerate scientific progress and prevent the capture of shared resources 

by particular interests. Governance that maintains formal neutrality with respect to political 

disputes among members creates a basis for institutional resilience in politically heterogeneous 

environments. These principles are applicable to the AI governance context in the Americas, and 

their application is the institutional design problem that GLAPAGOS attempts to address. 
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We offer the following recommendations for the actors whose engagement will determine 

whether GLAPAGOS achieves the institutional durability its design is intended to produce. 

For multilateral development banks, and specifically for the IDB, CAF, and the World 

Bank's Latin America and Caribbean unit, we recommend formal engagement with GLAPAGOS 

as a Technical Cooperation partner beginning with the governance and policy domain. The IDB's 

own analysis of AI governance in LAC identifies the shared standards gap that GLAPAGOS's 

governance domain is designed to close. A Technical Cooperation process would allow the Bank 

to leverage GLAPAGOS's open governance infrastructure while maintaining the institutional 

independence that the Bank's mandate requires, and would provide the regional credibility and 

financing access that GLAPAGOS's development requires at the v0.2 through v0.4 stages 

identified in the platform's public roadmap. 

For national governments across the hemisphere, we recommend that AI strategy processes 

explicitly acknowledge the regional institutional gap and include GLAPAGOS participation as a 

component of national AI strategy implementation rather than as a separate diplomatic initiative. 

National AI strategies designed in institutional isolation will produce outputs that are nationally 

coherent but regionally incompatible, imposing coordination costs on researchers, developers, and 

institutions that operate across borders. GLAPAGOS participation provides a mechanism for 

alignment without harmonization, preserving national policy distinctiveness while reducing the 

fragmentation costs of non-interoperable national frameworks. 

For research universities and academic institutions across the hemisphere, we recommend 

immediate engagement through the GLAPAGOS research domain, beginning with the open calls 

for contributions to regional AI policy documentation, AI initiatives mapping, and foundation 

model development for underrepresented languages. Academic institutions have comparative 
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advantage in precisely the areas where GLAPAGOS's near-term research priorities are 

concentrated, and the platform's open publication norms align with academic incentive structures 

in ways that make participation consistent with existing institutional requirements. 

For international technology companies with significant AI research programs and regional 

infrastructure investments, we recommend engagement through the compute infrastructure domain 

as a qualitatively different institutional relationship than commercial cloud service provision. 

Named participation in an open hemispheric AI platform, under governance terms that are publicly 

documented and democratically accountable, offers reputational and relational value in regional 

markets that commercial arrangements cannot replicate, while providing the compute access 

without which GLAPAGOS's foundation models domain cannot fulfill its potential. 

The window for shaping regional AI governance institutions is open now, and the evidence 

of that window's eventual closing is visible in the trajectories of international AI governance 

elsewhere: the EU AI Act is now in force; African Union frameworks are advancing; ASEAN 

coordination is maturing. As proprietary AI systems embed themselves into regional critical 

infrastructure, as national regulatory frameworks harden against post-hoc harmonization, and as 

international AI governance norms crystallize in forums where the Americas remain 

underrepresented, the cost of institutional inaction compounds in ways that become increasingly 

difficult to reverse. The central claim of this paper is not that GLAPAGOS will succeed; it is that 

the attempt is necessary, that the institutional design conditions for success are present, and that 

the cost of not attempting is higher than is commonly understood. 
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